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Have you ever noticed those bars that go up and down when you play a song in iTunes? It’s called an
“equalizer” and it shows you the relative volumes of different audio frequencies in the song, at each moment
in time. If you are interested in sound and image processing – or just want to learn a bit about one of the
coolest and most useful tools in math, Fourier analysis is for you.

To understand Fourier analysis, let us first examine a simple vector problem: projection. Suppose we
have two vectors, ~a and ~b, in the Cartesian plane. In rectangular coordinates, we can write each vector in
terms of its x and y components. For example, we might have ~a = (1, 2) and ~b = (−3, 1). If we wish to

now express ~a in terms of a component parallel and another perpendicular to ~b, we may do so using the

scalar (dot) product. The component of ~a that is parallel to ~b is equal in magnitude to ~a·~b
||~b||

, where ||~b|| is

the magnitude of ~b. The perpendicular component is just the original vector ~a minus this parallel component.

The same principle may be applied to functions. Suppose that we work in the interval [a, b] on the x-axis
of the Cartesian plane. We can define the dot product of two functions f and g as the following:

1

b− a

∫ b

a

f(x)g(x)dx

This makes some degree of intuitive sense, right? If you think of a function of x as just a series of infinitely
many values in a table, each matched to a discrete value of x, then the table is really an infinite-dimensional
vector and the inner product of two vectors is computed by component-wise multiplication and followed by
addition. That’s just an integral. We divide by the integration period in order to normalize, so that, if we
integrate 1 over the interval, we end up with a dot product of 1 as well. It’s arbitrary, really.

I’m not sure if you’ve seen complex numbers and complex vectors or not. If you have, that’s great. If not,
they’re really pretty simple. First you need to know what a complex number is, though. A complex number
is the sum of a real number, like 4.2, and an imaginary number, like 4j, where j =

√
−1. Some people use i

instead of j, but really it doesn’t matter. j tends to be used by electrical engineers because we use i for AC
current. We’ll use j, because electrical engineers are cool.

Anyway, if we have two complex vectors – complex in the sense that each component is a complex (rather

than a real) number, e.g. (−1 + 2j, 3.2− 5.7j) – then we compute their dot product as ~a ·~b∗, where * is the
complex conjugate. The complex conjugate of x+ yj is just x− yj. For functions, it’s the same thing, and
the complex functional dot product is:

1

b− a

∫ b

a

f(x)g∗(x)dx

Ok. If that was all a bit abstract and boring, this is where it gets interesting. Consider the following
definition of F{f(t)}:

F{f(t)} =

∫ ∞
−∞

f(t)e−2πjftdt = F (f)

Here what we’ve done is replace g(x) with e2πjfx and take the complex conjugate. We also replaced all
the x’s with t’s, since often we will be working with functions of time, rather than space. We also added in
another variable, called f , which I’ll explain in a minute. Finally, we expanded the integration window to
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encompass all time, and so we had to drop the normalization. We can live without it.

You might be wondering what it means to integrate with a complex-valued function. To understand all
this, it’s helpful to use Euler’s identity and break it down: e−2πjft = cos(2πft)−j sin(2πft). So, the integral
above breaks down to integrating with a sine and a cosine, where the coefficient of the sine term is imaginary.
That’s not so bad.

So, before I go any further, let me define some terms and put this all in perspective with an example. Let
g(t) be the sound you hear as a function of time. I guess physically this would be the displacement of your
eardrum as a function of time as you listen to music or something, but let’s leave the physics aside for the
moment. Now, since g(t) is a song or something like that, it only lasts for a finite time; that is, it is equal to
0 for negative time, and also for time greater than some finite constant upper bound. And it is also bounded
where it is non-zero, meaning that the integral above is well-defined. Let’s take the integral and get G(f).

G(f) is called the Fourier Transform of g(t). G is a function of f . Consider units for a second here:
t is time, so let’s say it is in units of seconds. So what is f? The argument of the exponential must be
unitless, so f has to have units of 1/seconds, or Hz. In other words, f is the frequency of the sine/cosine
waves that make up the complex exponentials. What we’ve done here is derived the frequency makeup of g(t).

Why does this work? Once again, it is helpful to go back to basics and look at vectors in the Cartesian
plane and examine a concept closely related to projection: orthogonality. Two vectors, ~a and ~b, are orthog-
onal (or perpendicular or normal to one another) if their dot product is zero: ~a ·~b = 0.

Now this allows us to do something kind of clever. Let’s consider a third vector in the plane, ~c. We
normally write down ~c in terms of its x- and y-components, but we could just as easily consider it in terms
of its ~a- and ~b-components. In other words, since we know ~a and ~b are orthogonal, we can write down any
vector ~c in the plane as follows:

~c =
~c · ~a
||~a||2

~a+
~c ·~b
||~b||2

~b

Here we’ve just used the projection formula from above and summed up the projections in the directions
of ~a and ~b, which we’ve divided by their magnitudes to be able to treat them as unit vectors (i.e. just
directions with unit magnitude). And of course, we can do the same thing with functions. The trouble is,
the space of all functions is pretty big. It isn’t spanned by just two functions, like the Cartesian plane is
spanned by two orthogonal vectors.

Enter Mr. Fourier. Fourier showed that the sine and cosine functions are mutually orthogonal over
a sufficiently large interval. If the frequencies we consider are integers, then as long as the interval of
integration is an integer multiple of the least common multiple of the periods of the two sinusoids, then they
are orthogonal on that interval. If you want to see it for yourself, try to show this:∫ 1

−1
sin(2π · 3t) sin(2π · 4t)dt = 0

Back to our example, with F{g(t)} = G(f). Let’s say there’s some noise in the sound. Maybe it’s being
played by a computer. That means it’s digitally stored, and digital storage is not an exact replication of
the precise signal being recorded. First it’s sampled, then each sample is quantized into bits. CDs use 44.1
kHz sampling and 16 bits per sample. That’s pretty good quality, and most of us can’t tell the difference
between a CD and the real thing. But let’s say we used 8 bits per sample to compress the information
into a smaller file. It’s not a bad idea, right, to save some room? Actually, if you’ve ever been frustrated
at your iPod because it can’t hold all your songs, there’s a box you can check in iTunes sync that con-
verts all your synced songs to 128 kbps AAC. AAC is the file format, like mp3, and it’s actually doing a
little bit fancier stuff to reduce the file size than just chopping all the samples in half. But the idea is the same.

Anyway, suppose you use 8 bits per sample. That introduces a lot of noise, since each sample is only a
very rough approximation of the actual analog (continuous) value. This noise is uncorrelated, “white” noise
that is uniform across all frequencies. In other words, in the frequency (or Fourier) domain, N(f), the Fourier
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transform of the noise function n(t) that we’re adding on to g(t), is flat, and is defined for all frequencies.

But we can only hear relatively low frequencies, under about 20 kHz (or maybe 15 if you’ve been to a
couple rock concerts). It’s interesting, by the way, that CDs sample at a little more than double this rate –
that’s something you can explain rather simply and elegantly with Fourier analysis, but I don’t think I have
time to get to it this time. Maybe next semester. What this means though is that noise exists at frequencies
that we can’t even hear. And we’re storing this noise even though we don’t want to. That’s like wasting
storage to store things you don’t even want to listen to. So one common approach to cleaning up (and even
compressing) files is to low-pass filter them.

Low-pass filtering is really very simple. You take the Fourier transform of the sound file, G(f), and set
all entries for frequencies above a certain threshold to be zero. You can also band-pass, or even high-pass
filter your signal, if that’s useful for some reason.

Actually, high-pass filtering is pretty useful, but not in sound. Edge detection in images is a classic
example of where high-pass filters come in handy. Think of edges as regions of very sharp contrast. Fast
changes mean high frequencies. I guess I haven’t defined it, but there is a two-dimensional Fourier Transform
that works pretty much the same as the one-dimensional version I’ve defined above. MATLAB can do it, so
I don’t usually bother. If you take the two-dimensional Fourier Transform of an image and high-pass filter
(i.e. zero out all frequencies below a certain threshold), you will be left with just the high-frequency content
of the image: the edges.

There’s so much more to Fourier theory that I haven’t even touched on today. If I have time, I’ll mention a
couple of them very briefly, and I’ll list a couple of my favorite applications here: Nyquist sampling theorem,
Parseval’s theorem, mp3 and jpeg compression, solving differential equations, understanding linear circuits,
control theory (maybe lecture on this next semester), ....
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