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1 General Background and Motivation

The main point of the work we’re going to be doing today is quantifying information expressed

in certain statements. The most intuitive example of this is the English language. We have grown

up speaking English and writing English. For now, let’s just focus on writing. So, how much

information is contained in a certain amount of text? What would be a good number to assign to

a passage? Eventually, given a passage P , we want a way to assign a quantity I(P ), the amount

of information in P .

Our first guess might be that we should find I(P ) just by counting the numbers of letters in a

passage. However, letters are used with very different frequencies. We are all fairly familiar with

this fact from playing hangman. If I tell you that I have a three-letter word and the last letter is

x, you somehow “know more” than if I tell you that I have a three-letter word and the last letter

is t. One of these two statements has more information than the other.

Another way of understanding a related idea is that the English language has a lot of redun-

dancy. For example, what do I mean when I write the following:

Fr scr nd svn yrs g
(19 letters and spaces)

Don’t know what it is? What about this, slightly easier example?

Four scor and svn yars ago
(26 letters and spaces)

See? It’s very clearly just the familiar statement

Four score and seven years ago
(30 letters and spaces)

This tells us that in certain contexts, we don’t need some letters. It also tells us that our initial

guess of measuring I(P ) is a little off. Because clearly the 30 and 26 letter statements tell us the

same thing – perhaps the 19 one does as well. Statements that tell us the same thing should all

have the same I(P ). So we can probably do better. And as it turns out, we can!
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2 Technical Background

2.1 Review of Probability

We are going to be using a lot of probability in this talk. I just want to emphasize that probabilities

are all about context. They can help give you context for a situation, but when you’re using them,

you also have to be aware of context. First, I want to introduce you to a theorem that you might

have seen before: Bayes’s theorem. If A and B are two events, then P (A) and P (B) denote their

respective probabilities. P (A|B) is the probability of A given B. Bayes’s theorem states that

P (A|B) =
P (B|A)P (A)

P (B)
.

Why is this important? Well, consider an example of a cancer detection test. It’s a very good

cancer test. It is 99% correct. I.e., 99% of positives are true positives and 99% of negatives are

true negatives. But, it’s a cancer test for a relatively rare cancer that only 0.1% of the population

has. If you get a positive test result, how worried should you be? Call P the positive test result,

C the fact that you have cancer and NC the fact that you do not have cancer. So we want to

computer P (C|P ), by Bayes’s rule this is

P (C|P ) =
P (P |C)P (C)

P (P )
=

P (P |C)P (C)

P (P |C)P (C) + P (P |NC)P (NC)
=

0.99× 0.001

0.99× 0.001 + 0.01× 0.999
≈ 9%

The 99% accuracy of the test becomes slightly less terrifying when we take into account these base

rate probabilities. Okay, with this disclaimer on the use of probabilities over, let’s move onwards.

2.2 Entropy

Our main example will consist of the English alphabet. For now, let’s ignore punctuation, capital

letters and (for simplicity), let’s just consider single words so that we don’t have to worry about

spaces. So, we have an alphabet A consisting of 26 letters. Now, these letters aren’t used in a

vacuum, and people have measured the popularity of each of these letters. An example, coming

from wikipedia, given in parts per a thousand:

a b c d e f g h i j k l m

82 15 28 43 127 22 20 61 70 2 8 40 24

n o p q r s t u v w x y z

67 75 19 1 60 63 91 28 10 24 2 20 1

It turns out that the correct value to look at is called “entropy” and it was defined for a system

S of words x as

H(S) = −
∑
x∈S

p(x) log p(x).
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Considering a word x in this system, the information gained from this word I(x) is simply

−p(x) log p(x). These formulas may look a little strange, but they will make more sense once

we compute some binary codes.

2.3 Binary Codes

We will be dealing with binary codes in this talk. Let’s have a brief discussion of what makes a

good code. Binary codes are just ones and zeroes: they don’t have spaces. But we might have code

words of different lengths. To prevent confusion, we will require binary codes we use to not have

any code word starting with the same 0’s and 1’s as another complete code word. For example, if

we have “011” as a code word, we will not use “0111,” “0110,” “011101,” or anything similar. This

way, our code will always translate to exactly one message and we will always be able to translate

“as we go,” without ever looking ahead.

3 Huffman Codes

Huffman codes are binary codes which greatly increase efficiency. Given an alphabet, we can

compute them. It’s easiest to understand them with an example, so we’ll compute the codes for

the alphabet made only of the letters a,b,c,d,and e. We’ll use the probabilities that were influenced

by our table above but which were tweaked to be round numbers (and make for an interesting

example).

a b c d e

82 15 28 43 127

Renormalized:

a b c d e

0.28 0.05 0.09 0.15 0.43

Tweaked a little to make it more interesting:

a b c d e

0.26 0.10 0.15 0.15 0.34

Now, we calculate:

0.10, 0.15 are the two smallest. Their sum is 0.25.

Then, 0.15 and 0.25 are smallest. Their sum is 0.40.

Then, 0.26 and 0.34 are smallest. Their sum is 0.60.

Finally, there are only two values: 0.60 and 0.40. Thus, the tree we draw is as follows:
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a,b,c,d,e (1)

a, e, (0.60)

e (0.34)

a (0.26) 0

1

b,c,d (0.40)

b,c (0.25)

c (0.15)

b (0.1) 0

1

d (0.15) 0

1 0

1

We interpret this tree, moving backwards, to get the following binary codes:

a b c d e

10 010 011 00 11

For example, the word “cab” is given by “01110010”

3.1 How efficient are Huffman codes?

The average code length is no more than one above H(S), where H is the entropy of the system S.

In fact, by a theorem of Shannon, we know that it is impossible to have a code whose average rate

is less than the entropy H(S). This theorem is essentially proven by writing out lots of inequalities

and using some inequality identities, which I will spare you. But this fact (if we believe it!) tells

us that Huffman codes are fairly efficient.

3.2 How could we improve Huffman codes?

Huffman codes are calculated for a given system, with a given alphabet, but sometimes we can

change the alphabet. For example, we chose to calculate the probabilities of each letter occurring

individually. But, we could also consider pairs of letters. Even though h and n have very simi-

lar frequencies of occurrence overall, ch is much more common than cn. We could compute the

probabilities of each pair of letters! This system would be even finer, and it could result in more

efficient codes.

Fun but time-intensive (programming) exercise : find the Huffman codes using single letters and

using pairs of letters. Then, take a brief passage and translate it using the Huffman codes. Which

method gives you a shorter message?

There are also other coding methods, which can result in even more efficient codes, but they

all use probabilities to compute. We will not be discussing them.
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4 Error Correcting Codes

So, if Huffman codes are so efficient, why do we use anything else? Is it just a matter of

convention? Well, not quite. Information is often passed along noisy channels. What is noise?

It’s anything that might distort the message. For example, it could be literal noise in a room that

makes it difficult to hear the person next to you. Or, it might be water damage preventing you

from easily reading a message on paper. In these situations, you want to use a code that isn’t

completely efficient. You want a code that has a little redundancy. The example we had earlier

with “Four score and seven years ago” might not be so dire. However, it’s difficult to understand

the type of error-correction coming from a system as complicated as English, and so we’re going to

focus on binary codes. Now, the simplest form or error-correction is repetition, but that doubles

the length of a message! We want to come up with codes that do even better than repetition, and

so we’ll talk about a particular error-correcting code called Hamming(7,4). It was created by a

man called Richard Hamming when he got really annoyed at the punched-card reader at his job.

Not all frustrations at work lead to mathematical inventions!

4.1 Hamming(7,4) encoding

The Hamming(7,4) code is a code that is designed to transmit four bits, but it does so in seven,

introducing enough redundancy that it can both detect errors of one or two bits and correct errors

of one bit. The easiest way to see how to construct the code is by looking at the following picture

(from Wikipedia):

How do we interpret this picture? Well, let d1d2d3d4 be the message you want to transmit.

p1, p2, p3 will be the parity bits you add, and they are calculated according to the picture above.

The final message will take the form p1p2d1p3d2d3d4. (This choice may seem strange, but it works

out nicely later). So, for example, to send the message “0111” (the first half of “cab” from earlier),

we calculate that p1 = 0 + 1 + 1 = 0 mod 2 and p2 = 0 + 1 + 1 = 0 mod 2 and p3 = 1 + 1 + 1 = 1
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mod 2, and we arrive at a final message of “0001111”. (Note: this process can be written up nicely

using matrices, making it very easy to generalize or to program.)

4.2 Hamming(7,4) decoding and error correcting

Given the process described above, we can check any received message for correctness by

making sure that the parity values transmitted match their calculated values. So long as there are

no more than two errors, this is possible. However, Hamming(7,4) can not necessarily check the

correctness of messages if three or more bits are changed. For example, if “0111001” got messed

up to read “1001001”, we would have no way of noticing this mistake.

However, Hamming codes also allow you to correct mistakes, if at most one bit was flipped.

Instead of proving this, we will again simply use an example. Let us say that our message “0001111”

had one bit flipped and turned into “0001101”. How would we go about correcting this error?

Well, if we re-compute the parity, we of course see that there is a mistake: p2 and p3 are

incorrect, which tells us that the mistake must have happened in the spot at the intersection of

those corresponding circles: d3. Correcting this mistake, we get “0001111”. In fact, we can do

this even more simply. I mentioned earlier that matrices can be used to compute and check codes.

These matrices can be easily obtained from the diagrams, and it turns out that the Hamming

checking-matrix is of the form

H =

1 0 1 0 1 0 1

0 1 1 0 0 1 1

0 0 0 1 1 1 1


What’s special about this matrix? Well, the columns are simply counting in binary (from the

top down). This happens because we chose that strange order for our message, which we use again

here:

If we multiply this matrix by our received message, we get

1 0 1 0 1 0 1

0 1 1 0 0 1 1

0 0 0 1 1 1 1

 ·



0

0

0

1

1

0

1


=

0

1

1



This tells us that the mistake is in the sixth bit, so that the corrected message is “0001111” and

so the four bits of interest are “0111”. The reasons for this can be worked out totally rigorously,

but I just wanted to give you a taste of what implementation actually looked like. These matrix

forms are especially useful when talking about generalized Hamming codes, which can be created

for longer messages.
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4.3 How good can error-correcting codes get?

We don’t have time to go into the details, but Shannon has a theorem on noisy channels saying

that so long as information is sent at a rate below that of the channel capacity, for any small ε > 0,

we can find a code that submits information with error less than ε. Of course, these codes might

turn out to be incredibly complicated, and the mathematics of finding these very accurate codes

has many interesting connections of its own right (such as a connections to sphere-packing in high

dimensional space). I haven’t had the chance to look at it, but Thomas Thompson has a short

monograph called From Error Correcting Codes Through Sphere Packings to Simple Groups that

might be interesting to look at. It is a bit technical, but it should be a clear overview.

5 Historical Notes and Ideas for Further Study

If you’re interested in language and computers, we’ve only covered one half of the story: turning

human language into a form more comfortable for computers. The other direction, of course, is to

have computers simulate human language! This field is immensely interesting as well. Shannon

actually proposed using Markov chains to model human speech, an idea that is used in a variety

of applications (as well as some data-compression ones). If you are interested in this topic, there

are many introductory approaches to it. There’s even a homework assignment in the introductory

programming class at Princeton that talks about it!

I also hope that I’ve convinced you how important Claude Shannon was to information the-

ory. He founded the field with his paper “A Mathematical Theory of Communication” (July and

October, 1948). He was a very interesting man with a variety of projects (among them, what

information theory teaches you about counting cards in Vegas...) and I urge you to go look up

more about him.

There are also many introductory textbooks to information theory (and apparently even a

Khan Academy course), so if any of this piqued your interest, I would urge you to look around

and read more about it.
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